Data Types
Numeric Types
	Name
	Storage Size
	Description
	Range

	smallint
	2 bytes
	small-range integer
	-32768 to +32767

	integer
	4 bytes
	usual choice for integer
	-2147483648 to +2147483647

	bigint
	8 bytes
	large-range integer
	-9223372036854775808 to 9223372036854775807

	decimal
	variable
	user-specified precision, exact
	no limit

	numeric
	variable
	user-specified precision, exact
	no limit

	real
	4 bytes
	variable-precision, inexact
	6 decimal digits precision

	double precision
	8 bytes
	variable-precision, inexact
	15 decimal digits precision

	serial
	4 bytes
	autoincrementing integer
	1 to 2147483647

	bigserial
	8 bytes
	large autoincrementing integer
	1 to 9223372036854775807


Character Types
	Name
	Description

	character varying(n), varchar(n)
	variable-length with limit

	character(n), char(n)
	fixed-length, blank padded

	text
	variable unlimited length


Binary Data Types
	Name
	Storage Size
	Description

	bytea
	4 bytes plus the actual binary string
	variable-length binary string


Date/Time Types
	Name
	Storage Size
	Description
	Low Value
	High Value
	Resolution

	timestamp [ (p) ] [ without time zone ]
	8 bytes
	both date and time
	4713 BC
	5874897 AD
	1 microsecond / 14 digits

	timestamp [ (p) ] with time zone
	8 bytes
	both date and time, with time zone
	4713 BC
	5874897 AD
	1 microsecond / 14 digits

	interval [ (p) ]
	12 bytes
	time intervals
	-178000000 years
	178000000 years
	1 microsecond / 14 digits

	date
	4 bytes
	dates only
	4713 BC
	5874897 AD
	1 day

	time [ (p) ] [ without time zone ]
	8 bytes
	times of day only
	00:00:00
	24:00:00
	1 microsecond / 14 digits

	time [ (p) ] with time zone
	12 bytes
	times of day only, with time zone
	00:00:00+1459
	24:00:00-1459
	1 microsecond / 14 digits


Monetary Types
	Name
	Storage Size
	Description
	Range

	money
	4 bytes
	currency amount
	-21474836.48 to +21474836.47


SELECT QUERY

SELECT [ ALL | DISTINCT [ ON ( expression [, ...] ) ] ]

* | expression [ AS output_name ] [, ...]

[ FROM from_item [, ...] ]

[ WHERE condition ]

[ GROUP BY expression [, ...] ]

[ HAVING condition [, ...] ]

[ { UNION | INTERSECT | EXCEPT } [ ALL ] select ]

[ ORDER BY expression [ ASC | DESC | USING operator ] [, ...] ]

[ LIMIT { count | ALL } ]

[ OFFSET start ]

[ FOR { UPDATE | SHARE } [ OF table_name [, ...] ] [ NOWAIT
where from_item can be one of:

[ ONLY ] table_name [ * ] [ [ AS ] alias [ ( column_alias [, ...] ) ] ]

( select ) [ AS ] alias [ ( column_alias [, ...] ) ]

function_name ( [ argument [, ...] ] )
 [ AS ] alias [ ( column_alias [, ...] | column_definition function_name ( [ argument [, ...] ] ) 
AS ( column_definition [, ...] )

from_item [ NATURAL ] join_type from_item [ ON join_condition | USING ( join_column [, ..]]

AND
SELECT * FROM employee WHERE 
city = 'New York' AND region = 'N' AND id > 3 AND salary = 40000;
AS
SELECT 'PostgreSQL''s great!' AS example;
BETWEEN

SELECT name FROM employee 
WHERE id BETWEEN 1 AND 7;

-- Operator equivalents to BETWEEN

SELECT name FROM employee WHERE 

salary >= 10000 AND salary <= 60700;
CASE
SELECT id, CASE WHEN id=1 THEN 'one'
WHEN id=2 THEN 'two' ELSE 'other' END FROM employee;
Compare Row

SELECT ROW(1,2.5,'this is a test') 

= ROW(1, 3, 'not the same');
Comparison operators

SELECT * FROM employee WHERE 

salary <= 90005 AND city != 'Vancouver';

SELECT * FROM employee WHERE id > 3 OR salary < 40000;
Comparison operators: NULL
 
SELECT 5 > NULL;       -> null

SELECT NULL IS NULL;   -> t

SELECT NULL || 'Test'; -> null
Constants
SELECT 'PostgreSQL''s great!' AS example;
DISTINCT

SELECT DISTINCT city FROM employee;

SELECT DISTINCT ON (city) id FROM employee;
EXCEPT

SELECT name FROM employee EXCEPT

SELECT name FROM employee where id > 3;
EXPLAIN

EXPLAIN SELECT * FROM employee;

EXPLAIN VERBOSE SELECT * FROM employee;
Expressions

CREATE FUNCTION a_function () RETURNS int4 AS '
DECLARE an_integer int4;

BEGIN an_integer := 10 * 10;

return an_integer;

END;
' LANGUAGE 'plpgsql';

SELECT a_function() AS output;

drop function a_function();
SELECT 2 + 2, pi(), 'PostgreSQL is more than a calculator!';

Group by
SELECT city, max(salary) FROM employee

WHERE name LIKE 'J%'  GROUP BY city

HAVING max(salary) > 20000;
Having

SELECT count(e.isbn) AS "number of books", p.name AS publisher FROM editions AS e INNER JOIN publishers AS p ON (e.publisher_id = p.id) GROUP BY publisher HAVING count(e.isbn) > 1;
SELECT city, max(salary) FROM employee 

GROUP BY city HAVING max(salary) < 40;
INTERSECT
SELECT name FROM employee where id > 5 INTERSECT SELECT name FROM employee where id > 3;
IS NULL
SELECT id, name FROM employee WHERE name IS NULL;

LIKE

SELECT * FROM employee 

WHERE name LIKE ('%s');

SELECT * FROM employee 

WHERE name LIKE '%D____';

string LIKE pattern [escape-character]

string NOT LIKE pattern [escape-character]

'abc'    LIKE 'abc'     true

'abc'    LIKE 'a%'     true

'abc'    LIKE '_b_'    true

'abc'    LIKE 'c'        false
LIMIT

SELECT id + 1 AS id_plus_one, name 
FROM employee LIMIT 5;

SELECT isbn, title, publication FROM editions NATURAL JOIN books AS b (book_id) ORDER BY publication DESC LIMIT 5;
LIMIT ALL is the same as omitting the LIMIT clause.
Mathematical Operators
SELECT (salary / 3)

::numeric(10, 4)-1 AS newSalary FROM employee

NOT

SELECT * FROM myTable WHERE NOT in_stock;

NULL
SELECT name FROM employee 

WHERE name = NULL;

OFFSET
SELECT isbn, title, publication 

FROM editions NATURAL JOIN books AS b (book_id)

ORDER BY publication DESC 

LIMIT 5 OFFSET 2;

OFFSET says to skip that many rows before beginning to return rows. OFFSET 0 is the same as omitting the OFFSET clause. If both OFFSET and LIMIT appear, then OFFSET rows are skipped before starting to

count the LIMIT rows that are returned.
Operator Precedence
SELECT 60 + 12 * 5 AS "sixty plus twelve times five",12 + 60 * 5 AS "twelve plus sixty times five";

OR
SELECT name FROM employee 

WHERE id = 4 OR id = 5;
ORDER BY

SELECT DISTINCT ON (substr) name, substr(name, 1, 1), ascii(name) FROM employee

ORDER BY substr [ASC | DESC];
 
SELECT edition, publication FROM editions

ORDER BY edition ASC, publication DESC;
SELECT INTO
SELECT * INTO employee_backup 

FROM employee;
Comparing strings
SELECT name FROM employee 

WHERE substr(name, 1, 1) < 'D';
UNION
SELECT name FROM employee where id = 1 UNION SELECT name  FROM employee where id = 2 LIMIT 11;
SELECT text 'a'AS "text"UNION SELECT 'b';
WHERE

SELECT * FROM employee WHERE city = 'Toronto' AND ID > 3;
INSERT UPDATE DELETE
DELETE

DELETE FROM employee WHERE id = 1;
DELETE FROM employee;
DELETE ONLY

DELETE FROM ONLY authors 

WHERE last_name = 'G';

INSERT

INSERT INTO products 

VALUES (1, 'Cheese', 9.99);

INSERT INTO products (name, price, 

product_no) VALUES ('Cheese', 9.99, 1);

INSERT INTO

INSERT INTO new_books SELECT id, title, author_id, subject_id FROM books

INSERT INTO employee_backup 

SELECT * FROM employee
INSERT INTO vv SELECT 'abc' || 'def';

INSERT INTO weather (date, city, temp_hi, temp_lo)

VALUES ('1994-11-29', 'Hayward', 54, 37);

UPDATE

UPDATE employee SET id = 116 WHERE id =1;

UPDATE products SET price = price * 1.10;

UPDATE products SET product_no = 999,name = 'new Name', price = 1 WHERE price > 0;

-- Updating Several Columns

UPDATE employee SET name = 'O\'Reilly',

city ='newCity'||'and new town' WHERE id = 1;

UPDATE sal_emp SET pay_by_quarter[1:2] = '{27000,27000}' WHERE name = 'Carol';
SUB-QUERIES

Case expressions with sub-queries
SELECT salary,

CASE WHEN salary > 2000 THEN 'N/A - (Out of price range)'ELSE 

(SELECT title FROM employee e JOIN job j

ON (e.id = j.id) WHERE j.title = 'developer')

END AS cost_range

FROM employee

ORDER BY salary ASC

LIMIT 8;
Multi-column sub-query using IN
SELECT isbn, cost, retail FROM stock
WHERE (isbn, stock) IN (SELECT isbn, 0 FROM editions WHERE type = 'p');
SELECT name FROM employee 

WHERE id IN (SELECT id FROM job 
WHERE title ~ '^[A-E]');
 

Sub-queries

SELECT name FROM employee WHERE id = 
(SELECT id FROM job 
where title = 'Developer');
(SELECT title FROM books ORDER BY title 
DESC LIMIT 7)  EXCEPT

(SELECT title FROM books ORDER BY title 
ASC LIMIT 11)

 ORDER BY title DESC;
 
TABLE
CREATE TABLE
CREATE TABLE weather (
city            varchar(80),

temp_lo         int,

temp_hi         int,  

prcp            real,

date            date)

CREATE TABLE books (

id integer UNIQUE,

title text NOT NULL,

author_id  integer,

subject_id integer,

CONSTRAINT books_id_pkey PRIMARY KEY(id));
ALTER TABLE
ALTER TABLE books ADD publication date;
ALTER TABLE employee ADD COLUMN description text CHECK (description <> '');

ALTER TABLE books ALTER COLUMN id SET DEFAULT nextval('book_ids');
ALTER TABLE employee ALTER COLUMN salary TYPE numeric(10,2);

ADD COMMENT
COMMENT ON TABLE employee IS 'For employee names.';

Reference column type
CREATE FUNCTION "get_employee" (text) RETURNS text AS '
DECLARE

ecity ALIAS FOR $1;

ename employee.name%TYPE;

 BEGIN

SELECT INTO ename name FROM employee WHERE city = ecity;

return ecity || '' '' || ename;

END; ' LANGUAGE 'plpgsql';

COPY TABLE

CREATE TABLE employee_backup AS SELECT * FROM employee;
DROP TABLE
drop table products cascade;

drop table employee;
DROP COLUMN
ALTER TABLE employee DROP COLUMN city;
RENAME COLUMN
ALTER TABLE employee RENAME COLUMN id TO No;
TABLE INFO

\d books

RENAME TABLE

ALTER TABLE literature RENAME TO books;

Temporary table
SELECT * INTO TEMP TABLE old_emp
FROM employee WHERE id < 5;

TRUNCATE Table

TRUNCATE TABLE employee;
Table Joins
T1 CROSS JOIN T2
T1 { [INNER] | { LEFT | RIGHT | FULL } [OUTER] } JOIN T2 ON boolean_expression
T1 { [INNER] | { LEFT | RIGHT | FULL } [OUTER] } JOIN T2 USING ( join column list )

T1 NATURAL { [INNER] | { LEFT | RIGHT | FULL } [OUTER] } JOIN T2
CROSS JOIN
T1 CROSS JOIN T2

SELECT * FROM t1 CROSS JOIN t2;
For each combination of rows from T1 and T2, the derived table will contain a row consisting of all columns in T1 followed by all columns in T2. If the tables have N and M rows respectively, the joined table will have N * M rows.

FROM T1 CROSS JOIN T2 is equivalent to FROM T1, T2. It is also equivalent to FROM T1 INNER JOIN T2 ON TRUE (see below).
NATURAL JOIN

SELECT title, last_name, first_name

FROM books NATURAL INNER JOIN authors 

AS a (author_id)

WHERE last_name = 'Lutz';

The join condition is specified in the ON or USING clause, or implicitly by the word NATURAL. The

join condition determines which rows from the two source tables are considered to “match”, as

explained in detail below.
INNER JOIN

SELECT title, last_name, first_name FROM books AS b INNER JOIN authors AS a ON (b.author_id = a.id) HERE last_name = 'Green';
For each row R1 of T1, the joined table has a row for each row in T2 that satisfies the join

condition with R1.
LEFT OUTER JOIN

SELECT * 

FROM t1 LEFT JOIN t2 ON t1.num = t2.num;
First, an inner join is performed. Then, for each row in T1 that does not satisfy the join condition

with any row in T2, a joined row is added with null values in columns of T2. Thus, the joined

table unconditionally has at least one row for each row in T1.

RIGHT OUTER JOIN

SELECT * 

FROM t1 RIGHT JOIN t2 ON t1.num = t2.num;
First, an inner join is performed. Then, for each row in T2 that does not satisfy the join condition

with any row in T1, a joined row is added with null values in columns of T1. This is the converse

of a left join: the result table will unconditionally have a row for each row in T2.

FULL OUTER JOIN

SELECT * 

FROM t1 FULL JOIN t2 ON t1.num = t2.num;
First, an inner join is performed. Then, for each row in T1 that does not satisfy the join condition

with any row in T2, a joined row is added with null values in columns of T2. Also, for each row

of T2 that does not satisfy the join condition with any row in T1, a joined row with null values

in the columns of T1 is added.

Cursor 
-- open transaction for cursor

BEGIN TRANSACTION;

-- declare cursor

DECLARE cur_publishers CURSOR FOR 
SELECT * FROM publishers;

-- fetch 2 lines forward of cursor

FETCH FORWARD 2 IN cur_publishers;

-- same as fetch forward 2

FETCH BACKWARD -2 IN cur_publishers;
-- fetch 2 lines backward
FETCH BACKWARD 2 IN cur_publishers;

-- simple 4 line fetch

FETCH 4 FROM cur_publishers;
-- fetch next line

FETCH NEXT FROM cur_publishers;
-- fetch previous line

FETCH PRIOR FROM cur_publishers;
-- move cursor forward

MOVE FORWARD 1 IN cur_publishers;

-- close cursor

CLOSE cur_publishers;

-- rollback transaction (or Commit)

ROLLBACK;

Transaction

-- begin transaction

BEGIN WORK;
-- define savepoint

SAVEPOINT my_savepoint;
-- rollback to savepoint

ROLLBACK TO my_savepoint;
-- current transaction isolation

SHOW TRANSACTION ISOLATION LEVEL;

-- set default isolation level
SET SESSION CHARACTERISTICS AS 

TRANSACTION ISOLATION LEVEL SERIALIZABLE;
--Sets the constraint evaluation mode to  IMMEDIATE for all constraints within the transaction:

SET CONSTRAINTS ALL IMMEDIATE;
-- Use ABORT to undo an accidental  DELETE command:
ABORT WORK;
-- Committing a transaction

COMMIT;
or

-- Rolling back a transaction
ROLLBACK;
pgSQL 

DECLARE

CREATE FUNCTION "get_id" (text,text) 

RETURNS integer AS '
DECLARE
ecity ALIAS FOR $1;
ename ALIAS FOR $2;
eid INTEGER;
BEGIN
SELECT INTO eid id FROM employee 

WHERE name = ename AND city = ecity;
RETURN eid;
END;' LANGUAGE 'plpgsql';
ARRAY

CREATE FUNCTION make_array(anyelement, anyelement) RETURNS anyarray AS $$ SELECT ARRAY[$1, $2]; $$ LANGUAGE SQL;
-- user make_array function

SELECT make_array(1, 2) AS intarray, 
make_array('a'::text, 'b') AS textarray;
RETURN SET

CREATE FUNCTION getData(int) 
RETURNS SETOF myTable AS $$

SELECT * FROM myTable WHERE id = $1;

$$ LANGUAGE SQL;
CREATE LANGUAGE

create language 'plpgsql';
DECODE

--Decode binary string from string  previously encoded with encode.

select decode('123\\000456', 'escape')
DELETE

CREATE FUNCTION clean_emp()  RETURNS void AS '

DELETE FROM employee;

' LANGUAGE SQL;

READING FROM FILE
-- Reading from a file into a variable
\set data 'cat tabledata'

\echo :data
LOOP

FOR i IN 0..15 LOOP

SELECT INTO sub_title subject  FROM subjects WHERE id = i;

text_output = text_output || '''' || sub_title || '':'';

END LOOP;
FOR row_data IN SELECT * FROM books WHERE subject_id = i  LOOP text_output := text_output || row_data.title || '''';
END LOOP;
LOOP

result := result * result;

EXIT WHEN result >= 10000;

END LOOP;
WHILE userNum < 20 LOOP
END LOOP;
IF – THEN  - ELSE

IF b_isbn IS NULL THEN

RETURN FALSE;

END IF;

IF stock_amount <= 0 THEN

RETURN FALSE;

ELSE


RETURN TRUE;

END IF;
INSERT
-- Using a variable in an INSERT

\set data '999'

\echo :data

INSERT INTO employee (id) VALUES (:data);
\set id 150
INSERT INTO employee (id, name) 

VALUES (:id, 'Kevin');
RAISE statement
-- Raise a debug level message.
RAISE DEBUG ''The raise_test() 
function began.'';

-- Raise a notice

RAISE NOTICE ''Variable an_integer's 
value is now %.'',an_integer;
RAISE EXCEPTION ''Variable % changed. 
 Aborting transaction.'',an_integer;
RECORD

row_data RECORD;
FOR row_data IN SELECT * FROM books
ROWTYPE
found_employee employee%ROWTYPE;
SELECT INTO found_employee * 

FROM employee WHERE id = eid;
row_data books%ROWTYPE;

FOR row_data IN SELECT * FROM books
SET VALUE
stock_amount INTEGER;
SELECT INTO stock_amount stock 

FROM stock WHERE isbn = b_isbn;

-- multiple lines
SELECT INTO fname, cityname, name, city

FROM employee WHERE id = e_id;
STRING OPERATIONS

-- displays the resulting joined words
RETURN word1 || word2;

result := title || '', by '' || author;
SELECT text 'abc' || 'def' AS "text";

SELECT 'The Name: ' || name AS name_info FROM employee;
VACUUM

-- display details

VACUUM VERBOSE employee;

pgSQL Commands
\ds  Command can be used to view all  sequences in the currently connected database

\l+  Displays all databases available, 
with comments
\?   Listing psql slash commands
\set The variable list
\dd  Displays all database objects,  with comments.
\d+  Displays all database objects in  the connected database,  with comments.
\dt+ Displays all tables in the  connected database, with comments.
\di+ Displays all indices in the  connected  database, with comments.
\ds+ Displays all sequences in the  connected  database, with comments

\dv+ Displays all views in the  connected database, with comments
\df+ Displays all functions in the  connected database, with comments.
\do+ Displays all operators in the  connected database, with comments.
\dT+ Displays all data types in the  connected database, with comments
\q   To get out of psql
select pg_postmaster_start_time() ;
-- timestamp with time zone  postmaster start time

-- select all tables from schema
select * from pg_tables where schemaname like 'public';
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